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[1naH

* CUDA Compute Capability

— MNonyyenne nudpopmaumm o GPU




CUDA Compute Capability

» Bo3moxkHocTh GPU 0603Ha4vatoTcs npu
nomowumn Compute Capability, Hanpumep
1.1

- CTapwas ungppa CoOoTBETCTBYET
apXUTEKTYype

- Mnapwas — HebONMbLUNM APXUTEKTYPHbIM
M3MEHEHNSIM

* MOXHO NONYy4YUTb U3 NMONEN Major v
minor CTpyKkTypbl cudabDeviceProp




CUDA Compute Capability

GPU Family Compute
Capability
Major

Maxwell (GeForce 960) 5
Pascal 6

Onpepensetca apxutektypon GPU, He nmeet
Huyero obuwero c Bepcmen CUDA

RTM Appendix A.1 CUDA Programming Guide




CUDA Compute Capability

« Compute Caps. — goctynHasa sepcma CUDA

— Pa3Hble Bo3aMoxxHocTn HW
— [pumep:

B 1.1 po6aBneHbl atoMapHble onepauun B global memory
* B 1.2 pobasneHbl aToMapHble onepaumn B shared memory
« B 1.3 po6asneHsbl BbluncneHuns B double
« B 2.0 pobaBneHbl ynpasneHune KaweM 1 ap. onepaumm

« CeroaHa Compute Caps:

— Bnusiet Ha npaBuna paboTbl € rnobanbHON NaMSATbIO

* Ha Kypce paccmoTpum 2.0 - 5.2




MonyyeHue nudpopmaumm o GPU

int main ( int argc, char * argv [] )
{
int deviceCount;

cudaDeviceProp devProp;

cudaGetDeviceCount ( &deviceCount ) ;
printf ( "Found %d devices\n", deviceCount ) ;
for ( int device = 0; device < deviceCount; device++ )
{
cudaGetDeviceProperties ( &devProp, device );

printf ( "Device %d\n", device );

printf ( "Compute capability : %d.%d\n", devProp.major, devProp.minor );
printf ( "Name : $s\n", devProp.name );

printf ( "Total Global Memory : %d\n", devProp.totalGlobalMem ) ;

printf ( "Shared memory per block: %d\n", devProp.sharedMemPerBlock ) ;
printf ( "Registers per block : %d\n", devProp.regsPerBlock ) ;

printf ( "Warp size : %d\n", devProp.warpSize );

printf ( "Max threads per block : %d\n", devProp.maxThreadsPerBlock ) ;
printf ( "Total constant memory : %d\n", devProp.totalConstMem ) ;

}

return O;




[1naH

 Tunbl namat B8 CUDA

— [nobanbHas




Tunbl namMatm B CUDA
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Tunbl namMatm B CUDA

Tvn [locTyn | YpoBeHb CkopocTb | PacnonoxeHue
NaMAaTU BblAeneHus | paboTbl

Perncrpel R/W Per-thread |Bbicokasg |SM

NokanbHass (R/W | Per-thread Huskaa |DRAM

Shared R/W Per-block Bbicokaa |SM
Fno6anbHas | R/W | Per-grid Huskas |DRAM
Constant R/O Per-grid Bbicokas | DRAM
Texture R/O Per-grid Bbicokas | DRAM

JlereHpa:
-MHTEpdenchbI
goctyna [




Tunbl namMatm B CUDA

Camas bbicTpas — shared (on-chip) u
PErncTpbl

Camas MeaneHHas — rinobanbHas (DRAM)

[na psaaa cnydyaeB MOXHO MCMNOJ1b30BaTh
K3LWMPYEMYHO KOHCTAHTHYIO N TEKCTYPHYIO
NnaMaATb

[ocTtyn K namatu B CUDA

— Uenukom ana warp’a B CC 2.X 1 Bbille




[1naH

* OcHoBbl CUDA C API

— BblgeneHuwe rnobasbHOM NamMATH
 [prMep: YMHOXKEHME MaTpuL,
» Coalescing
 Pitch linear

* Pinned

— Pa6oTa ¢ rnob6asbHOM NaMAaTbIO




OcHoBbl CUDA C API

« He TpebyloT SBHON MHULMANn3aLumm

« Bce dyHKUMKM BO3BpaLLatoT cudaError_t
—cudaSuccess B ciiy4ae ycnexa

» HaumHatoTca ¢ cuda

* MHorune yHkuUun API aCMHXPOHH®I:
— 3anyck saapa
— KonupoBaHue pyHKumnamMm *Async
— KonuposaHue device <-> device

— MHnymannsaumsa namMaTu



OcHoBbl CUDA C API

// NomnmyueHme mHOOpPMALMM O CYWECTBYOUMX B cucreme GPU

cudaError_ t cudaGetDeviceCount ( int * );

cudaError_ t cudaGetDevicePropertis ( cudaDeviceProp * props, int deviceNo );
// Nomnyuenme muHbopMaumm o6 ommbrax

char * cudaGetErrorString ( cudaError t );

cudaError_ t cudaGetLastError O

// CHMHXpOHMBALMUsST MCIOJNHEHMsI B TekymeMm CPU noroke m B CUDA stream’e
cudaError t cudaDeviceSynchronize ();

cudaError t cudaStreamSynchronize ()

// CpemncTBa ynparBJIeHUsST COBBITHUSIMU

cudaError_ t cudaEventCreate ( cudaEvent t * );
cudaError_ t cudaEventRecord ( cudaEvent_t *, cudaStream t );
cudaError t cudaEventQuery ( cudaEvent t );

cudaError_ t cudaEventSynchronize ( cudaEvent t );
cudaError_t cudeEventElapsedTime ( float * time, cudaEvent_t st, cudaEvent t sp );

cudaError_ t cudaEventDestroy ( cudaEvent_t );




PaboTa c rno6asibHOM NaMATbIO
B CUDA

« DyHKUNKM AN paboTbl € rnobanbHOM
NaMsTbiO

cudaError_ t cudaMalloc ( void ** devPtr, size_ t size );
cudaError_ t cudaFree ( void * devPtr );
cudaError_ t cudaMemcpy ( void * dst, const void * src, size_t count,

enum cudaMemcpyKind kind ) ;

cudaError_ t cudaMemset ( void * dst, int value, size_t count );




PaboTa c rno6asibHOM NaMATbIO
B CUDA

» [pMep paboTbl ¢ rnobanbHON NAMATHIO

float * devPtr; // pointer to device memory
// allocate device memory

cudaMalloc ( (void **) &devPtr, 256*sizeof ( float );

// copy data from host to device memory

cudaMemcpy ( devPtr, hostPtr, 256*sizeof ( float ), cudaMemcpyHostToDevice ) ;
// process data

// copy results from device to host

cudaMemcpy ( hostPtr, devPtr, 256*sizeof( float ), cudaMemcpyDeviceToHost ) ;

// free device memory

cudaFree ( devPtr );




[lpMep: YMHOXXeHMne MaTpuu,

 [1ponsBeneHne AByX KBaapaTHbIX
mMatpuy A n B pasmepa N*N, N kpaTHO
16

« MaTpuubl pacnosioXeHbl B rnobanbHOM
NaMaTu

* [10 OAHOWN HUTU HA KAXAbIN SNIEMEHT
Npon3BeaeHUS]
— 2D 6bnok — 16*16
— 2D grid




YMHOXeHMne Matpuu.
[lpocTenaa peanmsauyumA.

#define BLOCK_SIZE 16
__global__ void matMult ( float * a, float * b, int n, float * c )

{

int bx = blockIdx.x;
int by = blockIdx.y;
int tx = threadIdx.x;
int ty = threadldx.y;
float sum = 0.0f;

int ia = n * BLOCK SIZE * by + n * ty;
int ib = BLOCK_SIZE * bx + tx;
int ic = n * BLOCK SIZE * by + BLOCK SIZE * bx;

for ( int k = 0; k < n; k++ )

sum += a [ia + k] * b [ib + k*n];

c [ic + n * ty + tx] = sum;




YMHOXeHMne Matpuu.
[lpocTenaa peanmsauyumA.

int numBytes = N * N * sizeof ( float );

float * adev, * bdev, * cdev ;

dim3 threads ( BLOCK SIZE, BLOCK SIZE );

dim3 blocks ( N / threads.x, N / threads.y);
cudaMalloc ( (void**) gadev, numBytes ); // allocate DRAM
cudaMalloc ( (void**)sbdev, numBytes ); // allocate DRAM
cudaMalloc ( (void**) &cdev, numBytes ); // allocate DRAM

// copy from CPU to DRAM
cudaMemcpy ( adev, a, numBytes, cudaMemcpyHostToDevice ) ;
cudaMemcpy ( bdev, b, numBytes, cudaMemcpyHostToDevice ) ;
matMult<<<blocks, threads>>> ( adev, bdev, N, cdev );
cudaThreadSynchronize () ;
cudaMemcpy ( ¢, cdev, numBytes, cudaMemcpyDeviceToHost ) ;

// free GPU memory

cudaFree ( adev ) ;
cudaFree ( bdev );

cudaFree ( cdev );




[pocTeuniLnan peanamsaums.

e Ha KaXablK 3N1IeMeHT
—2*N apudmMeTmnyeckmnx onepaumn

—2*N obpaweHnn K rnobanbHon
NaMaTu

o VY3K0€e MecTto — [4OCTYI1 B 1aMSTh




Ucnonb3yem CUDA Profiler

Profiler Counter Plot

Profiler counters For method - makMult: 3
0,00% F01% 14.02% Z1.04%: 28.05%: 35.06%: 42, 07% 49, 09% 56,10% 63.11% FO12% i 14% 54.15%

F——__—_i

gld uncoalesced
instruckions
gld coalesced

branch

gst coalesced
cta launched
divergent branch
gst uncoalesced
warp serialize
local skore

local load

T T T T T T T T T T T T
0,00% Fo01% 14.08% Z1.04%: 28.05%: 35.06%: 42, 07%: 49, 09% 56,10%: 63,11% FO12% Fr 4% 54.15%
Profiler counters For method - makMult: 3

» OcHoBHoe Bpems (84.15%) yLino Ha 4YteHue um3
rnobanbHOMN NaMATU

 BbluncneHunsa 3aHsanm scero okono 10%

L1



Pab6oTta ¢ namatbio B CUDA

* OcHOBa onTUMM3aUUN — NpaBUNbHaA
paboTa c NaMsATbIO:

— MakcuManbHOe UCMoIb30BaHue shared-
NnamMaTu

e Jlekuusa 4

— Mcnonb3oBaHMe cneunanbHbIX WabnoHoB
[I0CTYMa K NamsaTu

 Coalescing




OnTuMmM3saumsa paboTbl C
ryjo6aJibHOM NaMATbIo.

« KoMaHAbl noaaep>XXnBatoT YTeHue 3a pas
1/2/4/8/16-6anTtoBbIX CNOB

* [1pn obpauwieHun K tfi/
— sizeof(t [0]) paBeH 4/8/16 banTam
— t //] BbIpOBHEH No sizeof ( t [0] )

 Bcsa BblaenseMas namsaTb Bceraa
BbIpOBHEHA Mo 256 6ant




Mcnonb3oBaHUWe BblpaBHUBaAHMUA.

struct wvec3

{

Paamep paseH 12 6anuT

JneMeHTbl Maccusa He Gyayr
float x, y, z; BbIPOBHEHbI B NaAMATH
};

struct _ align_ (16) vec3

{
float x, vy, z;

};

Paamep paseH 16 6anur

JneMeHTbl MaccuBa Bcerpa 6yayr
BbIPOBHEHbI B NaMATH

Bca CTpyKTypa MOXeT npouMTaHa 3a
opHy KOMaHAay




O6beanHeHMe 3anpocoB K
rn106a/bHOU NaMATM.

* GPU ymeeT 06beanHATb psii 3anpocoB K
rnobanbHOMN NaMATU B TPaH3aKLMIO
OQHOro cerMeHTa

* J1NnHa cerMeHTa Ao/1KHa ObITb
32/64/128 6aunt

« CerMeHT Ao/mKeH 6biTb BbIPOBHEH MO
CBOEMY pa3Mepy



O6beamHeHue (coalescing) 2.x

Ha MynbTunpoueccope ectb L1 Kaw
— Ou3nyeckn Tam, rae pasgenaemMasa naMAaTb

MynbTunpoueccopbl UMEKT 06LWKMM L2 K3

dnarn KoMmnUnaUUm
— Mcnonb3oBatb L1 n L2 :-Xptxas -dlcm=ca
— Wcnonb3oBatb L2 :-Xptxas -dlcm=cg

Kaw namHMa 128B

O6beanHeHue nNpomMcxoamMT Ha YPOBHE Bapros




O6beanHeHue (coalescing) 3.x

e OObIYHO K3LIMPYETCHA TOJ/IbKO B L2 TaKXe KaK
M ana 2.x

« O6beanHEHME NPOMCXOAUT Ha YPOBHE BaprioB

* Read-only gaHHbIe MOTYT TaKxe
K3LWKMPOBATLCA KOHCTAHTHbIM K3LIEM




O6beanHeHue (coalescing) 2.x

 Ecnu L1 koW BKAKOYEH: Bceraa 128B cerMeHTbl
2 TpaH3akius o 128B

[T 7777 L)) [ ][] ]]
IR AV AR AV AL ARARI AR = !

nnrirrird

 Ecnu L2 KaWw BbIKIKOYEH: Bceraa 32B cerMeHTbl
4 ﬁ)aHBaKHI/I}I o 32B

JlereHpa:

-HUTb ]
-128B cerment = [
- 32B cermenTolll B




O6begmHeHne (coalescing)

 YBenmyeHunst ckopocTtu paboTbl C
NaMsATbIO Ha NMOPSIAOK

 Jlydlwle ncnonb3oBaTtb HE MacCuB
CTPYKTYP, @ Habop MacCUBOB OTAENbHbIX

KOMIMOHEHT

— [1poue rapaHTUpoBaTh YC/10BUA
BbINOSIHEHUS coalescinga




Ucnonb3oBaHUe oTAe/1IbHbIX
MaCCMBOB

struct vec3

{ He moxem ucnonnsoBarb
float x, y, z; coalescing npn uTeHUU
}; AaHHBbIX

vec3 * a;

float x = a [threadIdx.x].x;
float y = a [threadIdx.x].y;
float z = a [threadIdx.x].z;

float * ax, * ay, * az; NMocKoNbKY HUTH

oaHOBpEeMeHHO obpawalorcsa K
ax [threadIdx]; nocrefoBaTesibHO JieXaluMm
float y = ay [threadIdx]; CcnoBam namaTK, To 6yner
float z = az [threadIdx]; npoucxoautb coalescing

float x




Pitch linear

» 1na pabotbl ¢ 2D
JaHHbIMM

— cudaMallocPitch(&ptr, &p, w, h)

— B p Bo3BpallaeT WMPUHY
BblAE€/IEHHOM NaMATU B
6amTax

—p =W * sizeof()
* lna 1.x p KpaTHO 64
* lna 2.X p KpaTtHO 128

O e
T e [
EENTE
| | S
IIIIE ]l

SSER. L
L el

i T
= e
e 1T
i sy
SEEC ra e 2 Rib

IIH .ll




cudaMalloc3D

» 1na pa6oTbl ¢ 3D AaHHbIMM

— cudaMalloc3D (sptr, extent)

cudaExtent extent;

cudaPitchedPtr ptr;

extent = make cudaExtent (width, height, depth);
cudaMalloc3D ( &ptr, extent);

// Access: ptr.pitch, ptr.ptr




s

Pinned naMAaTtb

» 1na ycKkopeHua nepegayum no PCI-E

— cudaMallocHost (&hostPtr, size)
— cudaHostAlloc (&hostPtr, size, flaqg)
— cudaHostFree (hostPtr)

* ®narv npu BblAE/IEHUMN NAMATHU
— DEFAULT : 3KkBMBaJiIeHTHO cudaMallocHost

— PORTABLE : An14 paboTbl co MHOXXecTBoM GPU
M3 O4HOrO NOTOKa

— MAPPED : /19 CUCTEM C 06LLEN NaMATbIO

— WRITE-COMBINED : NaMATb HE K3LIMPYeTCcA Ha

; CPU, nepepava no PCI-E 6bicTpee, yTeHMe Ha
ﬂh CPU MmeanneHHoe




PaboTa ¢ rno6asibHOM NaMATbIO

* threadfence() - agoxxaaTtbca, Korga ana
BCEX aKTUBHbIX OJIOKOB, TEKYLUME
obpaleHMA B NaMATb 3aBepLlaTbCH

— He aBnaeTca cpeaCTBOM CUMHXPOHM3aLMUMU
©J1I0KOB

— B1OKM MOryT 6bITb B pa3HbIX COCTOSAHUAX
 threadfence_block() - goxkaaTbca noka

BCe onepauum 3arnmcu B NaMATb
3aBepLlaTbCA A4 Bbl3BaBLLUEro 6/10Ka




PaboTa ¢ rno6asibHOM NaMATbIO

* volatile yKa3biBaeT, YTo nepemMeHHas
MOXKET ObITb USMEHEHA M3BHE.

__global foo(float *p)
{

float R1 = p[threadIdx.x];

I
e

p[threadIdx.x + 1] = 0.0f; N

R1
| float R2 = p[threadIdx.x]; FQZ‘ “
HEEEEEE .

* B npuMepe R1 ==
JlereHpa:
* C/IMLLKOM YMHbIXM KOMOUNATOP ®  Tom., E}




PaboTa c rno6asibHOM NaMATbIO
(2.X)

* [No6anbHbIM U NIOKAJIbHbIM KOHTPOJIb 3a K3LLEM
— cudaThreadSetCacheConfig()
— cudaFuncSetCacheConfig

e cudaFuncCachePreferNone: 3Ha4dyeHue no
YMOJ14aHUIO

« cudaFuncCachePreferShared: 60ablWMK 06BbEM
pa3Ae/iI ieMon NamATH NpeanoYTUTENbHEN

« cudaFuncCachePreferL1: 60nbwmm 06beM L1
K3LWa npeanovTuTe/IbHEN



Pa6oTa c ynpaB/i1aeMoU NaMATbIO
(3.x U 64-6uTtHaa OC)

* EAMHOEe agpecHoe npoctpaHcTteo ana CPU u
GPU

* BoigeneHue yepes cudaMallocManaged
* MoxeT obpauwatbca n CPU n GPU

* Bo Bpema aktnBHocTn GPU CPU He MoxeT
obpallaTbCH

* [[po3pa4yHO 0bpabaTbiBaeT BHYTPEHHUE CChIJIKM

« cudaMemcpy onpeaenseT MeECTONOJIOKEHME
No NocneHEMY apryMeHTY
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Pa6boTa c ynpaB/i1aeMoU NaMATbIO
(3.x u 64-6utnTHAA OC)

__global  void AplusB(int *ret, int a, int b)

{

ret[threadIdx.x] = a + b + threadIdx.x;

int *ret;
cudaMallocManaged (&ret, 1000 * sizeof (int));

AplusB<<< 1, 1000 >>>(ret, 10, 100);
cudaDeviceSynchronize () ;
for (int 1i=0; 1i<1000; 1i++)

printf ("%d: A+B = %d\n", i, retl[i]);
cudaFree (ret) ;

return 0;




Pa6boTa c ynpaB/i1aeMoU NaMATbIO
(3.x u 64-6utnTHAA OC)

__device = managed  int ret[1000];
__global  wvoid AplusB(int a, int b)

{

ret [threadIdx.x] = a + b + threadIdx.x;

AplusB<<< 1, 1000 >>>(10, 100);
cudaDeviceSynchronize () ;

for (int i=0; 1i<1000; i++)

printf ("%d: A+B = %d\n", i, ret[i]);

return 0;
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Pa6boTa c ynpaB/i1aeMoU NaMATbIO
(3.x u 64-6utnTHAA OC)

__device = managed  int x, y=2;
__global  wvoid kernel()
{

}
int mainl ()
{
kernel<<< 1, 1 >>>();
y = 20; // ERROR: CPU access concurrent with GPU

cudaDeviceSynchronize () ;

kernel<<< 1, 1 >>>();
cudaDeviceSynchronize () ;
y = 20; // Success - GPU is idle so access is OK

return 0O;







PecypcCbl Hallero Kypca

» Steps3d.Narod.Ru
* Google Site CUDA.CS.MSU.SU
* Google Group CUDA.CS.MSU.SU

* Google Mail CS.MSU.SU
* Google SVYN
 Tesla.Parallel.Ru

* Twirpx.Com

» Nvidia.Ru



http://steps3d.narod.ru/
https://sites.google.com/site/cudacsmsusu/
http://groups.google.com/group/cudacsmsusu?pli=1
http://groups.google.com/group/cudacsmsusu?pli=1
mailto:cs.msu.su@gmail.com
http://code.google.com/p/msu-cuda-course/
http://tesla.parallel.ru/wordpress/
http://www.twirpx.com/library/comp/gpucalc/
http://developer.nvidia.com/page/home.html

/lono/IHNTEeIbHbIE Cllanapbl

» 06beanHeHune (coalescing) ana GPU c
CC1.0/1.1




L1

O6bvegmHeHMe (coalescing) ana
GPU c CC 1.0/1.1

* Hutn obpallatoTcs K

— 32-6uTOBbIM CNOBaM, AaBas 64-6anToBbIN
610K

— 64-61TOBBLIM CNOBaM, AaBas 128-6anToBbIN
610K

- Bce 16 cnoB nexat B npeaenax 6noka

* k-as1 HUTb half-warp’a obpallaeTcs K A-
My cnoBy 6/10Ka



O6bvegmHeHMe (coalescing) ana
GPU c CC 1.0/1.1

Thread 0 Address 128

Thread 0 Address 128

!

Thread 1 Address 132 Thread 1 Address 132

Coalescing

Thread 2 Address 136 Thread 2 Address 136

Thread 3 Address 140 Thread 3 Address 140

i

Thread 4 Address 144 Thread 4 Address 144

Thread 5 Address 148 Thread 5 Address 148

Thread 6 Address 152 Thread 6 Address 152

Thread 7 Address 156 Thread 7 Address 156

Thread 8 Address 160 Thread 8 Address 160

Thread 9 Address 164 Thread 9 Address 164

Thread 10 Address 168 Thread 10 Address 168

il

Thread 11 Address 172 Thread 11 Address 172

Thread 12 Address 176 Thread 12 Address 176

Thread 13 Address 180 Thread 13 Address 180

Thread 14 Address 184 Thread 14 Address 184

SRR

i

Thread 15 Address 188 Thread 15 Address 188

1



O6begmHeHMe (coalescing) ana
GPU c CC 1.0/1.1

Thread 0 Address 128

| Address 128
Address 132
Address 136
Address 140
Address 144
Address 148
Address 152
Address 156
Address 160
Address 164
Address 168
Address 172
Address 176
Address 180

Thread 14 Address 184 Thread 14 Address 184

Thread 15 Address 188 Address 188
!
1

Thread 1 Address 132

No Coalescing

Thread 2 Address 136

Thread 3 Address 140

"

Thread 4 Address 144

Thread 5 Address 148

Thread 6 Address 152

Thread 7 Address 156

Thread 8 Address 160

Thread 9 Address 164

Thread 10 Address 168

Thread 11 Address 172

Thread 12 Address 176

Thread 13 Address 180

i




O6begmHeHne (coalescing)

« Ecnn xoTs 6bl 04HO yC/oBUE He
BbIMOJTHEHO

—1.0/1.1 — 16 oTAENbHbIX TPaAH3aKLNK

« 1na 1.0/1.1 nopsaoK B KOTOPOM HUTWU
obpalliaoTcs K cfioBaM BHYTpU B/10Ka
nMeeT 3HayeHus (B otnnydmum ot 1.1/1.3)




Intellisence ana CUDA

« Start 2 Run - Regedit
* HKEY_LOCAL_MACHINE

— Software
— Microsoft

— Visual Studio
* 9.0 MSVS 2008 maun
« 8.0 MSVS 2005

— Languages

— Language Services

— C/C++

— NCB Default C/C++ Extensions

» /Jlo6aBUTb .CU;

* MNepesanyctutb VS




